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Introduction

Machine Abstractions
C
OpenCL/CUDA
Convergence, Differences in Machine Mapping
Lower-Level Abstractions: SPIR-V, PTX

Performance: Expectation, Experiment, Observation

Performance-Oriented Languages and Abstractions

Polyhedral Representation and Transformation
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Chip Real Estate

Die floorplan: VIA Isaiah (2008).
65 nm, 4 SP ops at a time, 1 MiB L2.
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“CPU-style” Cores
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Context 

Out-of-order control logic 

Fancy branch predictor 

Memory pre-fetcher 

Data cache 
(A big one) 
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Slimming down

ALU 
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Idea #1:  

Remove components that 
help a single instruction 
stream run fast  

[Fatahalian ‘08]
120



More Space: Double the Number of Cores
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Even more
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SIMD

Fetch/ 

Decode 

ALU 
(Execute) 

Execution 

Context 

Idea #2: SIMD

Amortize cost/complexity of
managing an instruction
stream across many ALUs
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SIMD

Fetch/ 
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ALU 
(Execute) 

Execution 

Context 

Idea #2: SIMD

Amortize cost/complexity of
managing an instruction
stream across many ALUs
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SIMD

Fetch/ 

Decode 

ALU 1 ALU 2 ALU 3 ALU 4 

ALU 5 ALU 6 ALU 7 ALU 8 

Execution 

Context 

Idea #2: SIMD

Amortize cost/complexity of
managing an instruction
stream across many ALUs
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SIMD

Fetch/ 

Decode 

ALU 1 ALU 2 ALU 3 ALU 4 

ALU 5 ALU 6 ALU 7 ALU 8 

Ctx Ctx Ctx Ctx 

Ctx Ctx Ctx Ctx 

Shared Ctx Data  

Idea #2: SIMD

Amortize cost/complexity of
managing an instruction
stream across many ALUs
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Latency Hiding
▶ Latency (mem, pipe) hurts

non-OOO cores
▶ Do something while waiting

What is the unit in which work gets
scheduled on a GPU?

How can we keep busy?

Change in architectural picture?

Before:
Fetch/
Decode

Register File

Scratchpad/L1

After:
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GPUs: Core Architecture Ideas

Three core ideas:
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‘SIMT’
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Wrangling the Grid

Axis 0

A
xi

s
1

▶ get_local_id(axis)?/size(axis)?
▶ get_group_id(axis)?/num_groups(axis)?
▶ get_global_id(axis)?/size(axis)?

axis=0,1,2,...
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Demo CL code

Demo: machabstr/Hello GPU
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‘SIMT’ and Branches

ALU 1 ALU 2 . . .  ALU 8 . . .  
Time 

(clocks) 

2 ...  1 ... 8 

if (x > 0) { 

} else { 

} 

<unconditional 

shader code> 

<resume unconditional 

shader code> 

y = pow(x, exp); 

y *= Ks; 

refl = y + Ka;   

x = 0;  

refl = Ka;   

T T T F F F F F 
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GPU Abstraction: Core Model Ideas

How do these aspects show up in the model?
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GPU Address Spaces

Hardware CL adjective OpenCL CUDA
SIMD lane private Work Item Thread
SIMD Vector — Subgroup Warp
Core local Workgroup Thread Block
Processor global NDRange Grid
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GPU: Communication

What forms of communication exist at each scope?

Can we just do locking like we might do on a CPU?
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GPU Programming Model: Commentary
Advantages:

Disadvantages:
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